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Description 

The future of the architecture, engineering, and construction industry are extremely exciting. 
Converging technologies will soon disrupt the whole industry as new automated workflows 
emerge. Generative design is the pinnacle of these new workflows. Once a problem is 
thoroughly and adequately defined, all possible design variations can be produced, explored, 
scored and optimized. This class will show that generative design can be used for MEP 
(Mechanical, Electrical, and Plumbing) design engineering. We will use Revit and Dynamo 2.0 
to define a specific problem that will then be used to explore a range of design options for 
ceiling plans, zoning and duct layouts. We will then rank the design variations to explore cost 
and energy consumption using Project Refinery. Going through these exercise will show how, 
that with a thoroughly defined problem, we can leverage data science to explore a more 
extensive array of design options to ultimately make better design choices, saving both time and 
money, and allowing the engineer to focus on more critical tasks. 
 

Speaker(s) 

Sean Fruin is a Mechanical Engineer in Training (EIT), Design 

Technologist and Innovator who has an ardent fascination 

with automation and the exploration of computational design 

solutions for the architecture, engineering and construction 

(AEC) industry. He has had learned many aspects of the 

design industry from is  work in manufacturing, general 

contracting and mechanical, electrical and plumbing (MEP) design. Sean has realized his dream 

by starting Sigma AEC Solutions where he has had the opportunity to explore and implement the 

latest technologies, hence improving efficiency and increasing quality in the AEC industry.  

Learning Objectives 

• Learn how to access a linked Revit model and analyze geometry with Dynamo. 

• Learn to build multi-task algorithms in Dynamo. 

• Learn how to define geometry related design problem with Dynamo. 
• Learn how to optimize MEP designs with tools like Project Refinery. 
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Throughout human history, buildings have been designed similarly. Ideas are first sketched and 

then refined via multiple edits and iterations until a final compromised design is selected. This 

process is slow and wasteful. Despite the development of new technology, the approach has 

stayed the same until noew and just in time. 

  
The AEC industry is ranked amongst the lowest in productivity growth and has been unable to 

keep up with the growing demand for housing infrastructure and energy.  This supply and demand 

mismatch is the impetus needed for the industry to undergo a significant overhaul.  Luckily much 

needed modernization is emerging - the AEC industry is starting to witness the convergence of 

many technologies allowing building designers to use data and computer power to drive the 

design process. 

 
As small tech-driven companies find a new way to harness technology, countless large 

companies are quickly losing market share and folding. In order to stay competitive the AEC 

industry needs to improve by embracing the inevitable move towards digital transformation and 

the adoption of new algorithmic workflows. The AEC industry’s technologies need to converge 

and become mainstream to improved productivity and solve problems in a new way.  

 

As the industry shifts, so will the roles and needed skills of Design Engineers. Designers with 

lateral thinking skills, programming know-how and engineering knowledge will thrive while 

designers stuck in the status quo will flounder. These new roles will be more rewarding and 

engaging. Days will be spent solving new problems that requiring a diversity of skill rather than 

solving the same problems over and over with a pencil or computer mouse.  

 
For these reasons algorithmic workflows are destined to reshape the AEC landscape by improving 

efficiency, increasing the quality of deliverables and allowing engineers to work smarter instead 

of harder to keep up with the growing demands previously discussed.  

 
With the combination of data, three-dimensional (3D) modeling and algorithms an array of design 

options can be explored, and optimal solutions discovered.  After a design problem is adequately 

defined and constrained, all possible design variations can be 

explored, scored, optimized and produced.   

 
The process of Generative Design is making noise in the 

manufacturing industry with the generation of super human solutions 

in time frames never thought possible. Autodesk (professional-grade 

3D computer aided design software) coined the phrase Generative 

Design to describe their workflow of using algorithms to evolve a 

design through an endless iteration. This technology was used when 

Autodesk and NASA joined in their efforts in the construction of a 

moon lander, the goal being to minimize weight while maintaining the 

required strength, culminating in an organic, alien-looking design.  
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Another example of this iterative process was used to design an aerodynamically efficient drone. 

The Generative Design software resulted in a design very similar to the bone structure of a flying 

squirrel. Perhaps this shows that the next progression in design is to mimic biological evolution?  

Designers can now “play God” by working in harmony with computers. This begs the question, 

what is Generative Design? The definition will differ depending on whom you ask. Ryan Griege, 

a programmer and the brains behind Test Fit (a generative design tool for multifamily housing) 

had this to say: 

 

‘’Generative Design is any process in which some part of the form is supplied by an algorithm. The power 

of a generative design tool is correlated to how little user input is required and how adaptable it is to a 

broad range of situations. That’s a pretty broad definition – you could argue that some tools in CAD/Revit 

like extruding a polygon, doing an offset, etc.. might meet these criteria. I think this is actually fair – it’s 

taking a pain point away from the designer, helping them model with more higher-order features then 

hand-drawn lines. Programming techniques considered AI in the ’80s aren’t considered AI at all anymore, 

so I think what’s considered generative design can evolve over time.’’  

 
This class will introduce the concept of Generative Design and explore how it can be harnessed 

to solve common MEP problems. We will examine how Revit, Dynamo, and Project Refinery can 

work in synchronization to enable designers to build frameworks that can eliminate pain points, 

augment human ability, and revolutionize the current design process.   

 

Generative Design 101 

Before jumping into solving specific MEP problems, it is good to have a holistic understanding of 

what Generative Design is, how it works, and what is required to get there. My definition of 

Generative Design is, “a connected design process that involves generating outputs that meet 

certain constraints of a defined problem. The process involves identifying variables to a problem 

and creating a massive number of possible solutions”.  

 
With the exception of some software programs, you cannot 

typically buy Generative Design off the shelf. Software 

programs such as Test Fit usually only serve to solve 

individual, specific problems such as being able to solve 

multifamily but not hospital layouts.  

  



 
 

 

Page 4 

 A process that can fit the needs of an individual or an 
individual company’s specific problem usually requires more 
specialized input and development.  This has led to increasing 
popularity of Algorithmic Design. This is largely due to the 
ease of entry with computational design software. Autodesk 
was one of the first available lines of software products. 
Dynamo is their computational design software that connects 
directly to Revit. With Dynamo, parametric problems could be 
constructed with variable inputs. Next came Project Fractal 
which ran a variety of solutions from a Dynamo script but 

problems with a high number of variables, this process was too slow to bring much value. This 
has been replaced by Project Refinery resulting in an optimal solution that can be found quickly 
using genetic algorithms (NSGA-II optimization to be exact). These genetic algorithms are the 
best tools to solve complex problems with a large or unknown solution. 
A genetic algorithm is a calculated trial and error search that is inspired by Charles Darwin’s 

theory of natural selection where the fittest individuals (inputs variable) are selected for 

reproduction in order to produce offspring of the next generation of inputs. The process optimizes 

designs quickly by adding a feedback loop. At the end of each generation, the design is scored, 

or given a “fit score.” Characteristics or attributes from designs with high fitness are then used to 

create a new set of inputs for the design problem. This process is called “cross over.” Just like 

biology, the process also introduces mutation or random tweaks to the new set of inputs after 

each generation to provide diversity to each generation. This guarantees the algorithms will not 

converge on false optimal solutions. The process repeats, creating a new and improved 

generation until it finds the best combination of inputs. 

 

Constructing Generative Design Problem  

Building Generative Design algorithms is simple, but creating an algorithm that results in 
useful outputs takes creativity and lateral thinking. The goal is to build a flexible and scaleable 
framework that can be applied to an extensive number of design problems. Building a useful 
framework consists of first asking the right questions and gathering the right data. Next, this 
information and logic needs to be turned into code that not only solves the problem with a 
variety of inputs but also give a score to the various solutions. This is where the challenge lies 
and where a shift will take place in the kinds of skills that designers and engineers will need.  
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 When doing research on Generative Design, I 
stumbled across a YouTube video called Super 
Mario OI by Seth Bling. In the video, he shows 
Mario flying through a level. The catch is that 
Mario is being controlled by artificial intelligence. 
The program is made of neural networks and 
genetic algorithms that improve Mario’s 
performance each time he plays through the level. 
I love this example, not only because I grew up 
playing Mario, but because it is an excellent 
analogy of the Generative Design workflow and 
the components needed to build a Generative 
Design framework. We must first define our goal - 
Mario’s goal is to find the fastest route through the 
level. Next, we need to find a way to measure our stated goal - the Mario game uses a timer 
and the percent of level completion to measure success. A combination of these two 
parameters makes up the fitness function. Third, we need to build out and constrain the problem 
- in the Mario analogy, this is the level itself, a kind of maze or problem statement to navigate or 
solve. The final step is to identify the variables that can be manipulated to solve the defined 
problem. For Mario, it’s the combination of inputs from the controller: A, B, X, Y, Up, Down, Left, 
Right. Once the problem is defined in this manner, an algorithm can be trained to beat the most 
talented of humans. 

Just like in the Mario example, a design system needs to be defined. This is the framework.  Then 

Project Refinery will be the artificial intelligence engine that will generate the creation of design 

alternatives that exist in the design system finding the best combination of inputs for the excellent 

solution. The framework consists of four parts: 

Idinify Goals 
 The first step with any Generative Design workflow is to identify the 
exact problem we are solving.  It is critical to dedicate time to the vision 
in order to outline key goals and possible inputs. The Generative 
Design process relies heavily on key, front-loaded information derived 
from Users, Key Stakeholders, and Accurate Historical Data.  Ever 
attempt should be made to collect and analyze as much of this data as 
possible.  
 

Build Alogrithum 
 Once all the goals are defined, we can move on to step two- defining the 
problem. This step requires that the problem be defined in detail yet 
strategically constrained. The success of the outputs depends on how the 
model is parameterized and constrained. Too many inputs will lead to a 
design space that is too big or noisy to explore. Too few inputs will not 
yield a big enough design space to be of value. The goal is to build a 
flexible model that can generate designs that can be numerically tested 
against the goals. 

 

https://www.youtube.com/channel/UC8aG3LDTDwNR1UQhSn9uVrw
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Idinify Verialble 
The third step is to identify key input parameters to the problem and 
established which of these parameters are variables and which ones are 
fixed. Some examples of a fixed parameters include models, building 
code, and owner preferences. Some examples of variable parameters 
include the number of items, different manufacturing equipment, and 
positioning. 
  

Measure 
 The fourth step is to establish a way to measure the success of the 
results. A fitness function does this. Fitness functions are used in genetic 
algorithms to guide simulations towards optimal design solutions. Each 
solution, therefore, needs to be awarded a score that indicates how close 
it came to meeting the overall specifications of the desired solution. 
These results should generate intuitive results, meaning the best/worst 
candidates should have the best/worst score values. For optimization 

problems, simple functions such as the sum can be used as the fitness function. There are a 
few nonintuitive pitfalls to be aware of when creating a fitness function. For example, using an if 
statement where true = 0 and false = 1 or using a function that increases as solutions get better, 
but doesn’t identify the best solution is not so good either. These methodologies have the risk of 
not finding an optimal solution. This happens when the algorithm can not converge to a single 
point of the fitness function. 
 
Constructing frameworks will be illustrated in the first few simple examples to get into the flow 

of solving optimization problems using Project Refinery. Each problem will be constructed and 

solved for an optimal solution using this framework, which is summarized below. 

 

Problem Framework 
  Goal- What do you want to achieve? 

  Constraints- Define inputs and outputs and their relationships? 

  Variables- What inputs can be manipulated? 

  Fitness Function- How will the goal(s) be measured?  
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Example 1 – Calculus 101 With Project Refinery 
When I first heard that Project Refinery could optimize a dynamo graph, I immediately 

thought of the calculus 101 problem of minimizing the surface area of a soda can. In 

this example, we will first solve this problem using calculus and then see how that 

translates to solving the problem with Dynamo and Project Refinery. We will see how 

under the hood Project Refinery is merely looking for a maximum or minimum of a 

function using calculus optimizes tactics. 

 

Problem Framework  
   Goal- Minimize the amount of material to produce the can. 

   Inputs- 𝑉 = 12oz, 355ml               

   Constraints- 𝑉 = 𝜋𝑟2ℎ 

                  ℎ > 0 , 𝑟 > 0 

   Variables- Cylinder high and radius 

   Fitness Faction- Minimize Surface Area 
 

Calculus Solution 
The first step is to define the problem, the equation for the volume of a sphere is , 

where r is the radius and h is the height. We also know that the volume is fixed at 12oz = 355ml.  

The total surface area of a cylinder can be found by combining the area of the top and bottom 

of the can with the area of the side of the can.   

 
The next step of the problem is to restate the problem so as to get a function of a single variable. 

To do this, the value equation is solved for the height (h) and  then substituted into 

the area function. Now area can be defined by the radius and using calculus, the minimum value 

can be calculated. 

Next, the problem needs to be constrained. The minimum value will either occur at one of the 

endpoints of the domain of definition or at one of the critical points. Note that the domain of this 

function will be (0, ∞). Clearly, we cannot have r = 0. That makes the area go to zero, which 

would make it tough for our can to hold any liquid. We also could not have r = ∞ since this would 

be a flat can with no height and this also would not hold any liquid. This means the minimum 

must take place between r = 0 and r = ∞. 
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One way you could solve this problem is to graph the equation 
and then find where the value is the lowest, or as we said 
before-- we can use calculus. In a continues function, a 
maximum or minimum is always where the function flattens or 
where the derivative of the function is equal to zero. The 
derivative basically finds the slope of a function at any point. 
These locations are considered critical points. Critical points are 
key in finding maximum and minimum values of graphs with calculus.  

 

In order to find out if a critical point is a maximum or minimum we calculate the second 

derivative.  This lets us know if the slope is continually getting smaller.  Looking at the graph 

from left to right, the slope starts out positive (the function rises), goes through zero (the flat 

point), and then becomes negative (the function falls).  A slope that gets smaller (and goes 

through 0) means a maximum. If the second derivative is less than 0 the critical point is a 

maximum, if it is greater than 0 it is a minimum. 

Using the second derivative to check that this is indeed a minimum, we have SA′′ = 4π + 1420 

r 2 > 0 and thus it is a minimum. Thus, the dimensions minimizing the surface area would be r 

= 3.837cm and h = 7.675 cm. 

Project Refinery Solution 
Now let’s look at solving the same problem using Project Refinery. Yet again the first step is to 

define the problem with our framework. Rather than writing out the equation for the cylinder, we 

can use Dynamo nodes to generate the geometry and calculate the surface area.  

 
Constraints  
A cylinder is constructed using the Cylinder.ByRadiusHeight 

node.  The next set of the problem is to rearrange the problem to 

get a function of a single variable. Inside the Code Block we write 

an equation that finds the height as a function of radi and make 

the cylinder. 
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Variables  
The inputs in the pink group control the cylinder’s geometry. The volume input is a static Code 

Block remadeVolum, and the radius input is a number slider node renamed R. In order for 

Project Refinery to know that the radius node is input, the node 

needs to be set as an input. To do this, right-click on the node 

and click “Is Input.” Just like the calculus problem, the Dynamo 

script needs to be constrained. By clicking on the arrow icon 

on. Here the minimum and maximum can be set along with the 

steps. 

  

Fitness Faction  
The next sections involve analyzing the results using a fitness function. The surface area of 
the cylinder will act as the fitness function and can be easily retrieved with the Solid.Area 
node.  In order for Project Refinery to recognize this node as an output, 
the node needs to be set as an output. Right-click on the node and click 
“Is Output.” 
 

Project Refinery 
The Dynamo graph is now ready to be optimized by Project Refinery where the design will 

evolve to find the most suitable options based on the constraints and goals provided. Refinery 

will run multiple generations of options, and each time it will take the fittest (best) options of the 

generation and use them to create a new generation. 

 

Optimization Steps 
1. Create a new study and select Optimize as the generation method.  
2. Under Inputs make sure that all the desired variable is present. 
3. For inputs that do not change on each run, set the desired value and uncheck the box alongside it.  
4. Under Outputs set the optimization goal you want to achieve - Maximize, Minimize, or Ignore  
6. Set the population size, this represents the number of options that will be created in each generation.   
7. Under Settings set the amount of generations you want to create. Each new generation is a range of      
options that falls between the two best designs of the previous generation  
8. Click Generate 
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Wow! Refinery just calculated the exact same results that where found by using the 

calculus-101 way. This is because under the hood, Project Refinery is basically doing the 

same calculus calculations to hunt for maximums and minimums of the design space. 

There is not magic, just math! By clicking on the solution in Refinery the Dynamo script will 

adjust the variales to match the Refinery solution. 

Example 2 – Max Multivariable Graphs 
In this next example, we will further explore the relationship between standard calculus and 
refinery as we move to multivariable problems. We we will use the same concepts we used 
to solve a single-variable problem in order to solve multi-variable problems. Intuitively, when 
you are thinking in terms of multivariable graphs, local maxima of multivariable functions are 
peaks, just as they are with single-variable functions. One way a computer "learns" how to 
do something is to minimize or maximize some "Fitness Function." In this case, the fitness 
function is the equation Z+X^2+Y^2=0, and the goal is to maximize the Z component of the 
function.  Rather than going through all possible X and Y inputs, the genetic algorithms 
looks at the rate of change of X and Y inputs. In calculus, this is also known as the gradient 
of the function. With the gradient, the computer can tell if it’s getting closer to the optimal 
solution. The next step is where cross over comes in. The algorithms feedback loop 
combines traits of the good scoring solution to form a new solution. This is repeated until it 
converges at a maximum or minimum point is found. With this feedback loop, problems that 
would take literally, hundreds to thousands and even millions of years to compute can be 
solved in a practical time frame.   
 

Problem Framework  

  Goal- Findmaximum Z value for the Function Z+X^2+Y^2=0 

  Inputs- Surface 

  Fitness Faction- Maximum Z component  
    or 
                                 Minimize the normal plane. 

   Constraint- Point on the surface of Z+X^2+Y^2=0 

   Variables- X and Y inputs 



 
 

 

Page 11 

Dynamo Grap 

Example 3 – Max Nonlinear Problem 
The beauty of genetic algorithms can be seen in their approach to solving nonlinear 

optimization problems when trying to use calculus alone will fail. The problem happens 

when the solution space has multiple maximums or minimums. A local maximum point is a 

point in the input space such that all other inputs in a small region near that point produce 

smaller values when pumped through the multivariable function. Calculus breaks down 

here since the method cannot tell the difference between approaching local extremes from 

absolute extreme values. This is where mutations come into play. By adding random 

changes to the input variables, the algorithm will test the whole design space. This 

ensures that the ultimate maximum or minimum is found.  

 

 Problem Framework 
  Goal- Find the maximum Z value for Nonlinear Surface 

  Inputs- Surface 

  Fitness Faction- Maximum Z component 

  Constraint- Point on crazy surface 

  Variables- Surface UV parameters 
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Dynamo Grap 

 
Example 4 – Circle Packing 
A circle packing is an arrangement of circles inside a given boundary such that no two 

overlaps and some or all of them are mutually tangent. In this example, we will find the globally 

optimized arrangement of N arbitrary sized circles inside a given polygon. The catch here is 

that the fitness function is not a straightforward function like the previous examples. Here, the 

fitness function is specified by the programmer. Through many iterations of studying outputs 

and manipulating coefficients and arrangements of the fitness function, like a Rubik's Cube.In 

this example, the function consists of areas of overlapping surfaces.  

 

Problem Framework  
 Inputs- Surface, Circle radis 

 Goal- Square Pack as many circles as possible in side a surface. 

 Constraint-Grid on the surface 

 Variables-# X divisions,  #Y inputs 

 Fitness Faction-  
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Dynamo Graph 

 
 

Generative design for MEP 
The rest of the examples will focus on common MEP 
design challenges that are good candidates for 
Generative Design. We have seen from the previous 
examples that, thanks to Project Refinery, the AI 
portion of these workflows is simple. The challenge for 
designers is building algorithms with Dynamo that 
leads to good results with Project Refinery. Instead of 
designers solving solutions to micro problems, they 
need to shift their mindset to solve engineering 
problems more holistically and think of creative ways 
to measure success. It is very important to understand 
the foundations needed before solving problems with 
Project Refinery. 
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 In each example, a goal will be set. Data will need to be collected, a parametric algorithm 
will need to be defined and different solutions will be produced with Project Refinery. The 
selected design solution will then be integrated into the Revit model. 

 

Data – Revit 
The foundation for our MEP workflows is the collection, organization, and 
centralization of data. Data is the oil that makes algorithms run - with more 
data available, more robust and complex algorithms can be written. Revit is 
the fundamental piece of software to accomplish this first task. Revit is an 
example of building information modeling (BIM) software. BIM is the 
combination of 3D modeling and a database, storing attributes (parameters) 
for each 3D entity. The software is designed to handle complex building 
systems and contains the tools to document the final design. Each intelligent model created 
with Revit represents an entire project and is stored in a single database file. Before moving to 
the next level, it is necessary to standardize the database so data can be targeted and 
retrieved. Note that data from other sources (e.g. Excel) can be integrated as well.   
 

Parametric model - Dynamo 
Parametric design is a process based on algorithmic thinking that 

combines parameters and rules that together define the relationship 

between design elements. MEP problems can be solved parametrically 

by embedding the design logic into computer code to solve problems then 

linking all those design steps together to solve a class of problems. 

Dynamo is the programming language that lets you do just that. Dynamo connects to Autodesk 

Revit allowing access to the database and the geometry aspects of the building model. This 

data can then be analyzed and connected to define relationships and execute a sequence of 

actions that create flexible algorithms that can find an array of solutions to the design problem. 

Before getting to the top of the pyramid, generative design algorithms must be developed and 

tested inside Dynamo. 
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Generative Design - Project Refinery 
 At the top of the pyramid is the Holy Grail- 

Generative Design. The ability to explore, 

measure and rank all the different options from 

a problem’s design space. This is done with 

Project Refinery, Autodesk’s generative 

design beta that was used above. 

 

 Example 5 – Grid Of Diffusers 

Selecting and laying out the diffusers for a 
given space is a convoluted and often 
overlooked process. Yet, vital to ensure 
code compliance and occupancy comfort. 
For example, too much airflow in a diffuser 
will be loud and violate building code noise 
requirements. Also, if the spacing is not 
correct, there can be major air drafts 
causing discomfort for the occupants. 
Running the calculations to take these 
issues into account involves a few steps. First, one must guess the number of diffusers for the 
space to find the required cubic feet per minute (CFM) for each diffuser in a room. Second, 
the CFM is used to look up performance data from the manufacturing catalog. With the 
performance data, the noise levels and airflow distribution patterns can be evaluated. Running 
this process over and over for several different layout and diffusers types to find the best 
solution is not practical in real-world design where time is critical. With Generative Design, the 
computer can quickly perform this process and test all the possibilities. The ideal layout for 
diffusers is very similar to the circle packing algorithm. Here the circle radius is the airflow 
distribution pattern called throw. The airstream should not have significant overlaps as this 
causes drafts. The same framework will be used but with the radius being a variable based on 
the diffuser CFM and manufacturing data. Two more components are added to the fitness 
function to cover the noise and comply with he codes of this complex optimization problem. 
 

Problem Framework  
Goal 
The goal of this workflow is to find the optimal combination of manufacture diffuser selection 

and layout of diffusers for a given space that best satisfies human comfort, uses the least 

number of diffusers and remains code compliant. 
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Data Collection 
Manufacure Data From Excel 
Excel is the most commonly used tool for manipulating and managing data in the MEP 
engineering community. Dynamo can import data from Excel that can then be used. The 
example below shows how diffuser performance data in Excel can be brought into Dynamo 
and rearranged in to a list that can be worked with. 
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Space Parameters 
The building code data for spaces often depends on looking up key words in  data tables. 

Before running the diffuser script a script needs to be ran to set all the Space information. To 

deal with the issue of data integrity from human error and frankly, a lack of standards fuzzy 

logic can be used. An example of this is Architectural room names. MEP engineers need to 

match up room names to some type of key value to the Ashrea Ventilation standards. Fuzzy 

logic is a form of many-valued logic in which the truth values of variables may be any real 

number between 0 and 1, inclusive. It is employed to handle the concept of partial truth, where 

the truth value may range between completely true and completely false. This is a fitness 

function. There is a Dynamo package called Fuzzy Dynamo that will do the trick, comparing 

the room names to the list of space type names within Revit and finding the best match. The 

Revit space type can then be set automatically to bring in all the code data like air changes 

per hour, exhaust requirements and noise limits from an Excel table.  

 
Ceiling Geometry 
 The real power of Dynamo over other 
application is its ability to easily access and view 
Revit elements geometries. Out of the box, 
Dynamo can collect elements from a project but 
by pulling in additional nodes from Dynamo 
packages, we can also get elements from a 
linked model.  

 

 

Fitness 
Function 

Room 
Names 

Key Word 
Table 

Best 
Match 
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Once an element is retrieved, there are four nodes we can use to get the element’s 
geometry. These nodes will produce varying outputs based on the type of Revit element 
being accessed. The table and image below illustrate this. 

 

For the diffuser workflow a ceiling from a linked model ceiling above a selected Revit space 

will be selected. The geometry of the ceiling is deconstructed to get the lower surface.  

 

 

Constraint 

Just like the circle packing example, a parametric grid of points is constrained by the ceiling 

surface. The table of manufacturing data also acts as a constraint.  
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Building Algorithum 
The first step in the workflow is to select a space. The bottom surface of the ceiling is then 
retrieved and a grid of points is formed. From there the number of points or diffusers is known. 
Next, the CFM can be found by dividing the number of diffusers by the spaces required CFM. 
After that, the throw at that particular CFM can be found using manufacturing data and 
interpolation. Now the circles can be placed at each point with the correct radius. The noise is 
also calculated and is needed for the fitness function.  

 

 
Variable 
The variables for this problem are the number of divisions 
for the grid of points and the different manufacturing 
diffuser options.  
 
 

 
 
Fitness Fuction 
The fitness function is very similar to the circle packing problem but two more inputs are added 
to capture the noise and cost variables of the problem. 
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Project Refinery 
Projected Refinery is then used to evaluate all the options and output the fitness function. 
  

Intagration 
The final step in the Generative Design workflow is to integrate your chosen design. Once the 

optimal solution is found, Dynamo can place the diffusers’ elements into the model, set all of 

the diffuser parameters. With the Sigma AEC Diffuser Pack add-in, the diffusers can also be 

shaped to line up with the closest open ceiling grid. 

 

 

 

 

 

 

 

 

Example 6 – Building Zoning 

 In this example, we will explore how simple machine 
learning and Generative Design can team up to 
explore heating, ventilation and air conditioning 
(HVAC) zoning options. In general, the rules for 
zoning an HVAC system are simple - group spaces 
by those sharing attributes, like similar heating and 
cooling loads, temperature set points, pressure 
settings, etc. After grouping the spaces, you are left 
with clusters of similar spaces that need to be 
divided into groups or zones. This step is a visual perception problem. Humans are far 
superior to computers at solving the visual perception problem but we will probably only find a 
good solution, not an optimal solution. Computers, on the other hand, can handle data 
analytics much better than humans. We can find the optimal solution with the computer if we 
can solve the visual perception piece of the puzzle. This is where the unsupervised machine 
learning or clustering algorithms come in. Clustering is a technique that involves the grouping 
of data points. Given a set of data points, we can use a clustering algorithm to classify each 
data point into a specific group. In theory, data points that are in the same group should have 
similar properties and/or features, while data points in different groups should have highly 
dissimilar properties and/or features. Clustering is a method of unsupervised learning and is a 
common technique for statistical data analysis used in many fields. Here these methods will 
be used to group our spaces into HVAC zones. By completing the zoning algorithm the whole 
process can be run on tons of different arrangements of systems that can be calculated. 
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Problem Framework  
Goal 
The goal for this workflow is to have the ability to quickly prototype variants for equipment 

layout and selection. Then collect all the data from the spaces (loads, CFM, etc.) on each pice 

of equipment so educated system selections can be made by the engineer.  

 

Data Collection 
On top of needing the space data from above the load data is needed for the zoning 
algorithm.  A Dynamo workflow can eliminate manually entry from other programs like Trace 
700. No more stacks of data-filled papers laying on the desk! Below is an example of the 
Trace 700 Room Check Sums export in Excel. These sheets house all the heating and 
cooling load data for each space. The output of the Dynamo graph is a list of values for each 
of the space’s heating and cooling load parameters. The next step would be to set these 
values in the project’s Revit database so they can be accessed for the zoning algorithum. 
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Building Algorithum 
There are many different types of clustering algorithms, depending on what we are trying to 
accomplish. By combining these unsupervised Machine Learning algorithms, even more 
complex algorithms can be formed to complete a variety of tasks. For the zoning problem, we 
will combine two clustering algorithms, decision tree and K-means. 
 

A decision tree is a support tool that uses a tree-like model with decisions 

linking to possible outcomes including chance event outcomes, resource 

costs, and utility. It is one way to display an algorithm that only contains 

conditional control statements.  

K-means groups points by a designated K number of groups. K is 
several points that is placed at the start of the algorithm. The 
algorithm follows these steps— first, it assigns points to their closest 
cluster center (K) according to the distance formula. Second, it 
calculates the new centroid of all points in each cluster. Third, it 
moves (K) to the new centroid point. Then it loops until (K) is at  the 
same point. When that happens, the algorithm has converged, and 
the data is grouped. These algorithms have an aspect of fuzzy logic 
in them. By changing the starting position of the K-point you can 
produce different groups. This can be used to produce a variety of 
different results.  

 A thermal zone is defined as an area in the building which has its 
own temperature control. It is important that each thermal zone is grouped with those that have 
the same attributes, like heating and cooling requirements, and take space adjacency into 
consideration. The first step of the algorithm uses a decision tree that groups spaces based on 
their attributes.  

 
The next step in the algorithm is to find and group clusters of spaces together. The spaces are 
represented by their center points which will be fed into K-means in order to find clusters. Now 
we need to split our zones among the number of Air Handling Units (AHU). Here the number of 
AHU can be set and the k-mean can be used again to group the zones. 
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Variable 
For this workflow, countless variables can be added. Limits of the number of space, CFM or 
distance can be set for zones. The types of systems and the number of pieces of equipment 
can be switched out as variables. Even more, in-depth placement rules can be added to test 
different pressure drop estimates for each configuration. A question like, “do we use two or 
three exhaust fans?” can be answered by the algorithm. 
 

Fitness Fuction 
In this work flow, the focus is not optimizing the inputs but rather getting a holistic view of 
different design options. To do this a spider graph will be used to cycle through the options and 
see different measurements of each solution. 
 

Intagration 
Once a system is selected a lot can happen. First all of the 3D elements components that 

make up the system are placed in the model at the average x and y points of all the spaces 

that are assigned the piece of equipment. For the z component variable air volume (VAV) 

boxes are place at 10 feet above the assigned level and other equipment is place on the roof. 

Next all of the parameters for each piece of equipment can be set. Revit Zones and Revit 

Systems can now be created for all the diffusers and equipment. Even one line engineering 

schematics can be automated at this point.   

 

What we are most excited about is the ability to build Revit 
MEP analytical systems with Dynamo after running the 
zoning script. This function is new to Revit 2020.1 and 
promises to allows energy modeling straight from the Revit 
model. It attaches Zone Equipment and Central Plant 
equipment like boilers, chillers, air handlers from an 
extensive selection of objects and relationships. From this, 
we can quickly test all of our variations with EnergyPlus — 
the industry’s leading building energy systems simulation 
engine and OpenStudio SDK. This is a game changer for 
HVAC design and modeling processes, enabling design to 
be maximized for energy efficiency and building performance 
in a fraction of the time. 
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Example 6 – Duct Layout VAV Branch 
With Duffers placed and Systems assigned duct routing 

can start. Revit has built-in tools for finding auto-routing 

but is rather elementary at best. The goal for this 

example is to see if we can make a better layout tool 

using Dynamo and Project Refinery. A better tool would 

find the best solution. For duct design, the measurement 

of success can be measured by lowering the resistance 

in the duct run. This is calculated by the static pressure 

in the system. Static pressure is a complex calculation 

that involves duct fitting lookup tables and crazy fluid 

dynamic formulas. Running all of these calculations 

would lead to a very slow algorithm. Therefore the fitness function will be simplified to looking 

at the total length of the duct run and the number of turns.  

 

Problem Framework  
Goal 
The goal here is to find the best duct layout and VAV box location for a branch of an airside 

HVAC system.  

 

Data Collection 
The data needed for this workflow is the 

desired VAV box, the Diffusers that belong 

to the VAV box and the main Duct run that 

the VAV box will be connected into. Since 

our models systems have already be 

established all these elements can be 

gotting by simple seleting the VAV box.  

 

Constraint 
Two inputs constrain the problem. The group of diffusers that make 

up the system and the location of the main duct that the VAV box will 

be connected to. A rectangular bounding surface around the 

diffusers is used to constrain the design space.  
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Building The Algorithum 
The first step in the algorithm is to collect the diffusers and 

make the bounding surface. Yet another parametric grid is 

created on the surface. All of the diffusers find the closest 

point to the lines on the grid. These points are then used as 

starting points for a networking algorithm. To make the 

networking algorithm the Topologic Dynamo Package is 

used. The endpoint for the next work is the VAV Box location. 

This point has the freedom to move along the parameter of 

the surface. Once the shortest path for each diffuser is calculated all of the paths are merged 

together forming one set of curves. The curves going from the VAV box to the main duct is 

found as well.  

Variable 
The variables that can be manipulated in this workflow are the location 
of the VAV box, this is broken down into two sliders. The first controls 
switch of the perimeter curves is being used. The second controls the 
location on the curve. The other variables form the grid on the surface.  
 

Fitness Fuction 
The fitness function is a combination of the length and turns for the 
longest duct run. 
 

Project Refinery 
Project Refinery is then used to minimize the fitness function to find the best routing option. 
 

Intagration 
Once the duct route is set the lines that make up the path inside of Dynamo can be turned into 
Revit ducts using the MEPover Dynamo package. Next the Revit sizing tool is used to size the 
duct. 
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ChalLeneges Facing Genertive Design For MEP 
Generative Design is not an easy button.  Like I stated before, you 
cannot typically buy it off the shelf.  Admittedly, it is more complicated 
than doing things the old fashion way but once processes are 
established, these methods are far superior to manual design. There 
is a quote from the movie Road Trip that sums this idea up nicely, “If 
it was easy it would be the way. That’s why it’s a short cut!” So, what 
are some of the challenges facing firms that prevent them from 
jumping into Generative Design?  
 

Data Collection and Organization 
The most difficult hurdle, and simultaneously the most 
critical step, is the collection and standardization of all 
necessary data needed to drive the process. Accurate data 
is an essential element to make a generative design work. 
Any imperfections in the data create errors in the code.  
Data originates from many different sources.  Often these 
sources are not compatible with one another. Both 
manufacturing data and building code data need to be 
collected and organized. With each different building type, 
the algorithms need to be adjusted to different sets of parameters and constraints. To satisfy the 
needs of various project types, large swaths of data need to be gathered and organized in a 
way that facilitates the creation of project-specific algorithms. 
  

Programming Languages 
Dynamo is written in its language that is insufficient for more complex 
needs. To accomplish generic algorithms that can be scaled, a different 
computer programing language must be used to give us more flexibility 
and access to the latest libraries of complex algorithms. While Dynamo is 
a fantastic piece of software, it lacks some key components and the power 
to get the required results. Translating existing Dynamo logic into a more 
powerful programming language like Python or C++ will allow us to more easily tweak well-
known, pre-defined algorithms to satisfy our needs for sophisticated generative design. 
 

Knowledge 
As stated above, data and information is the driving force for any algorithm. The 
information needed for designing  MEP systems does not all come from look up 
tables, code-driven calculation and manufacturing data rather from years of 
experience and standardized practices. That knowledge also needs to be part of 
the design process and get embedded into the algorithm. 
  

People Problem 
What it all really boils down to is a people 
problem. Firms are often sucked in their old 
proven ways. With deadlines continually being 
missed due to the established inefficient workflows, no time is spent on improving and 
innovating in a stagnant feedback loop. The reality is a clear choice needs to be made to 
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shift the culture towards automation. New skills need to be brought into the office. New ways 
of thinking and approaching problems need to be embraced. Employees need to be training 
and embrace teamwork between disciplines. The whole process needs leadership support. 
Research is unequivocal that when firms launch transformations, roughly 70 percent fail. 
People throughout the organization do not buy-in, and they do not want to invest extra 
energy to make change happen. They do not put the right change-management 
infrastructure in place, or if they do not establish a cadence of leadership-oversight meetings 
change will never happen. 
 

Conclusion 

 The goal here is to get engineers and designers focus ed on the critical problems facing the 
world, thus making a better tomorrow for both engineers and humanity. With these changes 
comes a shift in the role of engineers and designers— more focus on identifying holistic goals, 
more of a programming mindset, and the need for teams to work together to let data flow. The 
technology is here. A combination of data science, building science, and BIM software has the 
potential to revolutionize the AEC industry. Technology 
is accelerating at an exponential rate, so the technical 
hurdles that exist to get to Generative Design will soon 
be eradicated. To be prepared for this abrupt change, 
firms should take a step back, reevaluate their 
processes, and find a place to start implementing 
algorithmic workflows to eliminate waste. The future of 
the AEC industry will inevitably require the collaboration 
of creative humans and machines. The future is now. 


