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Learning Objectives
•
•
•
•

Learn how to design workflows with Generative Design in Revit and Dynamo for
building synthetic data sets to be used in training machine-learning models.
Discover the diversity of mass model geometry required to represent a
comprehensive set of possible building types.
Learn how to represent your data to be used in training machine-learning models.
Discover how biases in a synthetic data set can affect the performance of a
prediction model.

Description
Integrating building performance analysis results in the early stage of conceptual design
supports effective design exploration and decision making. Such integration requires domain
expertise and can be technically challenging, time consuming, and computationally expensive.
Machine learning demonstrates great potential for building seamless workflows that provide
faster analysis feedback. However, one of the challenges in the architecture domain is the lack
of diverse data sets to train effective prediction models. This talk will provide a brief overview of
the potential of machine learning in building analysis-prediction models and demonstrate how
we can capitalize on generative design to compensate for the lack of data. We will present a
workflow where generative design features for Revit software, Dynamo software, and Insight
software are used to generate a synthetic data set for training a machine-learning model for
energy-analysis prediction.
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Introduction
Integrating building performance analysis in the early design stage is essential for directing
design decisions towards a sustainable and comfortably habitable space. It has become an
immediate and urgent need to design and construct buildings that are minimally intrusive in their
impact on the environment. Buildings account for nearly 40% of the global process and
industrial greenhouse gas emissions. To meet the goals set out in the Paris Accord, we need to
halve carbon emissions by the end of this decade: an aggressive and ambitious timeline. AEC
professionals have their part to play in this effort. Building performance analysis will be essential
to managing the building's total carbon footprint (embodied carbon + carbon from operational
energy consumption) during design.
Improvement of the building's energy performance must begin in the early design stage as the
potential for optimization in the project's early phases is higher. At the same time, the impact of
design changes on the timeline and the construction costs is lower. Advances in computational
methods for simulating a building's performance facilitate design decisions through impact
assessment from these simulations. Also, integrating analysis into generative design workflows
promises a broader exploration of the design space leading to better design decisions.

A typical iterative early design stage involves the cycle of coming up with a design, running
performance simulations, evaluating the results, making design decisions, and changing the
initial design. Simulation-based analysis, however, can be technically challenging, timeconsuming, and computationally expensive. Therefore, simulation cannot keep up with the
speed of design iterations in the early design stage. Even with advanced methods to automate
parts of the process, the time required to set up and run the analysis can be disruptive.
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In this project, we explore a workflow for achieving early-stage analysis feedback that is faster,
directional for our design choices, and does not require domain-specific expertise to setup. We
base our exploration on recent advances in machine learning that demonstrate great potential
for building statistical models that can be used as surrogates of detailed simulation models1. A
statistical model is a mathematical representation of observed data. Used as a surrogate, it can
be evaluated instantly to provide building performance assessment based on prior knowledge
faster than simulation-based analysis. This way, designers can rapidly assess a design concept
and explore a bigger part of the design space.
We will give an overview of the stages involved in building a surrogate model for energy
performance assessment, in particular for the prediction of Energy Use Intensity (EUI). We will
describe how training an effective model became possible using a synthetic dataset generated
using generative design features for Revit, Dynamo, and Insight software.

Synthetic datasets as a solution to the lack of data
The availability of extensive data collections plays a fundamental role in the advancement of
machine learning methods. Machine learning algorithms need to consume large datasets to
discover underlying patterns or relationships in the data; these sample datasets are used by the
algorithms to make inferences about the whole. Compared with other industries, training data is
substantially less developed in the AEC industry. There are very few open-source architectural
datasets suitable for machine learning purposes, and those are limited to images or vector
drawings of building floorplans2. Even though diverse collections of 3d objects become more
and more available, boosted by the improvements in 3D design tools, lack of data is still the
case for architectural 3d models.
If we take the case of building performance analysis, one would need to acquire and curate a
representative dataset of existing building models mapped to their simulation results. However,
practitioners do not share their 3d building models or their simulation results due to IP reasons,
and even when they do, this comes with certain limitations. Collected data may not be large
enough for machine learning purposes, not diverse enough, incomplete, or inconsistent in
quality and format. In this project, we address these limitations by creating our own synthetic
dataset leveraging the power of parametric modeling and generative design.

Characteristics of a good dataset for architectural training tasks.

We have identified six critical properties in the literature3 that are desirable for geometric
machine learning tasks and which we believe are very relevant to datasets in the architectural
domain:

P. Westermann, R. Evins, Surrogate modelling for sustainable building design - a review, Energy Build 198. pp.
170–186 (2019)
2
Examples of existing floorplan image datasets are:
- CubiCasa, containing 5000 samples annotated into over 80 floorplan object categories. ink to dataset’s github
repository: https://github.com/CubiCasa/CubiCasa5k
- CVC-FP, containing 122 scanned floor plans divided in 4 subsets: http://dag.cvc.uab.es/resources/floorplans/
3
Koch, S., Matveev, A., Jiang, Z., Williams, F., Artemov, A., Burnaev, E., Alexa, M., Zorin, D., Panozzo, D.: ABC: A big
CAD model dataset for geometric deep learning. In: Proceedings of the IEEE Conference on Computer Vision and
Pattern Recognition. pp. 9601–9611 (2019)
1
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•
•

•

•
•
•

Large size of data points - This property applies to any deep learning task as deep
networks require large amounts of data to find statistically significant patterns.
Ground truth labels - By labels, we mean the output values we train the model on, for
example, the energy performance analysis value. We need to compute the ground truth
labels that address the training task at hand. Reusing a dataset for different types of
ground truth labels allows for evaluating the performance of learning on different tasks.
Parametric representation - If the data points, in our case, the building models are
defined parametrically, the dataset is reusable for different learning tasks or
improvements within a task. We can resample the inputs and the output labels at a
different resolution or format.
Expandable - It should be easy to grow our data collection over time to make the data
more challenging either as progress is made in our training workflow or when we want to
employ more advanced machine learning algorithms.
Variation - The collection should contain a good sampling of diverse geometries
spanning different categories and typologies of building models.
Balanced - Each building type should have a sufficient number of samples.

We propose achieving these characteristics for a synthetic dataset by implementing a
generative design workflow that involves Dynamo and Generative Design in Revit (formerly
called project Refinery). Dynamo allows us to define the geometry logic parametrically. It
provides the tools to connect our 3d model to simulations and export data, such as geometry or
text, in various formats. Generative Design in Revit enables automating sampling parameters
for the parametric logic created in Dynamo and generating the dataset.

Overview of the workflow for deriving a surrogate model
There are four distinct stages in the workflow for deriving a surrogate model using a synthetic
dataset:
1. We define the problem from a machine learning lens. We map a set of inputs that
characterize each data sample to an output that represents a simulation metric; this
mapping needs to be meaningful for the learning task at hand.
2. The second stage is the creation of the synthetic dataset. A generative algorithm for
generating the data samples is designed and implemented. The generative logic is
associated with a parameter set and ways to export representations of our data sample.
Then, the parameter set is modified using a sampling strategy, and all data samples
comprising the dataset are generated. Ideally, this workflow is connected to a simulation
to directly store the simulation results meant to be used as the outputs for training the
surrogate model.
3. The surrogate model is fitted to the input-output data pairs.
4. The model is validated by computing its accuracy. Via an iterative approach, the data
samples are updated, or new ones are added (if needed) to the dataset based on the
surrogate predictions and the simulation results.
We used Dynamo to implement the generative logic and connect it to the simulation engine; the
energy simulations were run on Autodesk Insight. Generative Design in Revit was used for
automating the generation of all the samples.
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FIGURE 1 WORKFLOW FOR DERIVING A SURROGATE MODEL

Creation of diverse synthetic datasets
Re-iterating the properties of a good synthetic dataset, it needs to be large, associated with
ground truth labels, defined by a parametric representation, expandable, diverse, and balanced.
For our problem, this translates to the need for the generation workflow to be automated (since
we are handling large amounts of data), modular, scalable, and reproducible. The data needs to
be labeled with simulated performance results, cover adequate geometrical variability, and be
unbiased.
To use generative design for building such a dataset, we first need to understand the general
workflow of creating a generative design study. To build a generative design study, we need to:
1. define the design variables
2. define the design objectives
3. assign variables as inputs
4. assign objectives as outputs
5. choose an appropriate solver, which is an algorithm that automates the sampling of the
input design variables
6. generate design options
7. explore generated options
8. export the desired option or
9. tweak the study and repeat this process iteratively
In our case, to identify the right design variables/inputs, it is essential to identify the target
taxonomies. Target taxonomies help break down the dataset into subsets; this way, we can
efficiently handle algorithmic logic in small chunks and better control and ensure dataset
diversity. For generating a dataset of 3D building morphologies, one way to taxonomize is to
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look at them at the footprint and massing level. This categorization can help build algorithms or
logical workflows for generating each taxonomy independently and parametrically.
The advantages of dividing the target dataset into categories are:
•
•
•
•

Each category is independently differentiable and uniquely identifiable.
Each category can be represented algorithmically through a divide and conquer
approach.
This kind of algorithmic representation gives us modular components to plug in our
generative workflows.
The components can be scalable and reusable in parts or as a whole.

While categorizing, it is essential to ensure no overlaps, i.e., similar geometries, between two
categories. This requires each category to have a unique family of geometries. Also, within each
category, it is necessary to ensure no repetition, that is, having multiple instances of the same
geometry. This way, we avoid biases during training, and the machine learning model doesn't fit
too closely to these data points. The next step is to represent each category algorithmically. To
bring a simple example, let's assume we have a category of L shaped geometries. To build the
parametric logic representing this category, we need to identify the geometry variables that
define it. In this example, the variables can be:
•
•
•
•
•

height
length
width
indentation in the horizontal dimension
indentation in the vertical dimension

Once the variables for a particular category have been defined, they can be designated as
inputs for our generative design study and be manipulated to generate our target dataset of that
specific category. In our case, we designed three generative design studies that generate
geometries for three target categories. Our next step was to unify the three studies into one
generative design workflow. One way to do this is by adding a categorical variable; this variable
allows selection amongst the existing categories, giving one single set of inputs representing all
the categories. Once we identify the variables, the next step is to identify the objectives/outputs,
which determine the nature of the dataset. The objectives guide our selection of an appropriate
generative design solver. The solvers available in Generative Design in Revit are algorithms

FIGURE 2 SOLVERS ARE TOOLS THAT
CAN RUN AUTOMATICALLY A SCRIPT
MANY TIMES.
IMAGE SOURCE: GENERATIVE DESIGN
PRIMER
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that sample the study's inputs in different ways. Choosing the right solver is closely related to
the nature of the generated dataset.
There are four solvers in Generative Design in Revit (GDiR) to choose from:
•
•
•
•

Randomize - It generates a specified number of design options by randomly assigning a
value to each of the input parameters. This process is used for optioneering processes
in GDiR. Our dataset was built using the randomize solver.
Cross Product - It lets you explore the entire design space of your design by combining
each step of every parameter with the other parameters available. This solver can be
useful for generating combinatorial datasets.
Like-this - It will make GDiR apply slight variations to your current input configuration.
Using this method, you can explore different variations of a design that you already like.
This solver can be useful in sensitivity analysis datasets.
Optimize - This is the method for doing an optimization run with GDiR. During an
optimization run, GDiR will develop the design based on the evaluator's outputs. The
optimization process works by creating multiple 'generations' (or iterations) of a design,
where each iteration will use the input configuration from the previous generation to
optimize the new design options. This solver can come in handy when it is possible to
quantify the objectives for a dataset and define them using Dynamo logic.

In the next two pages we demonstrate examples of building masses generated with the four
different solvers and how the respective sample space looks like. In figure 3, we show sample
studies in Generative Design in Revit from our synthetic data generation workflow.

FIGURE 3 SYNTHETIC DATASET STUDIES RUN IN GENERATIVE DESIGN IN REVIT.
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Once we have the building mass dataset, the next step is to generate the ground truth labels; in
our case, the energy simulation results. For each mass in our dataset, we need to create an
analytical model on which we run the energy simulation. An analytical model is a data type that
contains data representing the geometry in 3D space, along with specific analytical data. In our
case, the analytical data is the energy settings, which come from the Revit default energy
settings. We automate the process of extracting the analytical models from the building mass
dataset and sending them to Autodesk Insight for energy simulation using Dynamo and the
Revit API. The simulation results are then used to label our dataset.

We were able to generate a comprehensive synthetic dataset of:
•
•
•
•
•

6 different taxonomies
862 building geometries
242 analytical models per geometry
~1 million data samples
5 climate zones
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Uses of machine-learning models toward achieving faster analysis in early
conceptual design stages
From simulation to statistical modeling
•

Statistical model as a mathematical function - In order to achieve faster analysis
results the simulation model needs to be replaced by a faster model. This surrogate
model can be thought of as a complex mathematical function that can approximate the
simulation result, given a numerical description of the input building. Such a model can
be constructed using machine learning.

•

Feature vectors - The numerical representation of the input building, crafted to capture
all the relevant information that the surrogate model will need in order to approximate the
simulation result, is called a feature vector.

Converting buildings to feature vectors
•

Building parameters and properties - Some building properties such as window-towall ratio, or exterior wall U-value can easily be included in the feature vector with
minimal preprocessing.
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•

Geometry representation - The most common ways to represent geometries as feature
vectors can be categorized as follows:
o high-level representations
▪ generative model parameters
▪ parameters extracted through geometry post-processing
o raw geometries
▪ images
▪ voxels
▪ point clouds

Fitting a model
A dataset has to be split into three subsets, the training set, validation set, and test set, that are
used for fitting, calibrating, and evaluating the model respectively.

How to start
•
•

•

Select models, data representations
o use domain knowledge
o use precedents
Build dataset
o identify sources
o combine data
o cleanup data
Test and repeat
o simplify problem
o use subset of data
o add complexity

The case of EUI
•
•

•

Representations and model - We decided to experiment with both high-level geometric
representations and raw geometries, using a deep learning approach.
Compiling the dataset - Multiple data sources were available, including meshes, .gbxml
files, and tables with results. The selected sources were dictated by the desired
geometric representations, and also ease of implementation for overlapping data from
different file formats.
Simplifying the problem - We first solved the problem keeping all the building
parameters except for the geometric form fixed. A number of iterations happened to
refine the model, the geometry representations, as well as the dataset itself.
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•

Solving the whole problem - Once the simpler form of the problem was solved, we
gradually increased the complexity by adding the complete list of input variations,
building on top of the initial model.

•

Results - Using a dataset consisting of 862 geometric forms in 5 different climate

zones, with 248 parameter variations each, we fit a single model that achieves a
test error of 1.91% in the predicted annual energy use intensity.

FIGURE 4 SNAPSHOT FROM A PROOF OF CONCEPT PROTOTYPE WHERE DYNAMO COMMUNICATES WITH A
SURROGATE MODEL THAT PROVIDES ESTIMATES FOR ENERGY USE INTENSITY AS GEOMETRY CHANGES.
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Resources for Dynamo and Generative Design in Revit
If you want to learn more about Dynamo and Generative Design in Revit here are some links:
Getting Started with Dynamo
• Dynamo Primer - https://primer.dynamobim.org/
• Learning resources - https://dynamobim.org/learn/
• Dynamo Forum for questions and inspiration - https://forum.dynamobim.com/
Getting Started with Generative Design in Revit
• Generative Design Primer - https://www.generativedesign.org/
• Generative Design education - https://medium.com/generative-design
• Generative Design in Revit Help
• https://blogs.autodesk.com/revit/2020/04/08/generative-design-in-revit/
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